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rep·li·ca·tion
(rĕp′lĭ-kā′shən)

Replication—The confirmation of results and conclusions from one study obtained 
independently in another—is considered the scientific gold standard.
Jasny, Chin, Chong, Vignieri (2011, Science)

Replication is the “cornerstone of  science” because only replication can adjudicate 
whether a single study reporting an original result represents a true finding or a 
false positive result.  [Italics added].
Maxwell, Lau, Howard (2015, American Psychologist)

Related Key Features:
Scientific “Gold Standard”
Single Study
Confirmation – But no formal definition of “confirmation”
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However, in a number of areas of science and medicine, 
including psychology, findings have failed to reliably replicate. 

Partial List of Areas
Biochemistry
Cell Biology
Dentistry
Economics
Genetics
Medicine
Neuroscience
Physics
Psychology
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Our Perceptions of Replication:
Classic Examples from High School/College Physics and Chemistry

1. Physics:       Gravity; Centrifugal Force
2. Chemistry:  Hydrogen + Sulphur -- > Hydrogen Sulfide
High School and College laboratory experience generates expectation that 
experiments always work if done correctly.
“If an effect is real and robust, any competent researcher should be able 
to obtain it when using the same procedures [with adequate statistical 
power].” [Italics, Brackets added] Simons (2014, Perspectives on Psychological Science)

“Bad experimenter” if cannot produce effects.
Analysis Overlooks:  Procedures in classic physics/chemistry experiments 
well understood (no hidden necessary conditions), large effect sizes, 
homogenous units, high statistical power.
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Why might an experiment not replicate?
1. Necessary Conditions, 
Tension Between Heterogeneity vs. Poor Technique 

Experiments may need to incorporate subtle necessary 
features to get the effect:
EX.  Hydrogen + Oxygen Water.  Oxygen = O2
EX.  Shadish example of medical procedure
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Mackie’s INUS Conditions 
for Causal Inference

Philosopher J. L. Mackie emphasized that we are  typically searching for 
INUS conditions--insufficient but non-redundant parts of a condition 
which is itself unnecessary but sufficient for the occurrence of the 
effect. 
EX. Starting a forest fire
Mackie (1988, “The cement of the universe”)

Unknown (unspecified) background factors may be necessary for the finding to 
replicate. 
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Why might an experiment not replicate?
1. Necessary Conditions: Heterogeneity vs. Poor Technique 

Some Examples of  Common Problems:
1. Poor Implementation—e.g., length of intervention, training of 

intervenors
2. Procedures not adequately described 
3. Human research—different populations; different measures  

(Gender; Selective/Non-selective universities)
Possible Solutions: 

More transparency of reporting of procedures 
(e.g., supplementary materials in journals); 
More resources for replication of important findings.
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Comment: Exact (Direct) Replication

Cronbach’s UTOS(t) and utos—units, treatments, observations, settings, 
(times)

These may vary  Considerable heterogeneity in effect sizes
(McShane & Bockenholt, Psychological Science, 2014)

“No replications in psychology can be absolutely ‘direct’ or ‘exact.’ ”
Brandt et al. (2014, Journal of Experimental Social Psychology)

“You cannot step into the same river twice for other waters are continually 
flowing in.” Heraclitus,  in Plato, “Cratylus”, ~300 BC
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Maximizing the Quality of the Replication Procedure:
Conceptual Analyses; Checklists

Steiner (2018, this session) presents a formal, conceptual analysis of 
replication studies in terms of Rubin’s potential outcomes model.
Checklists are being developed for assessing the quality of a replication 
(parallel to CONSORT and TREND). E.G. Brandt et al. (2014, JESP)
Some General Observations
1. Carefully define the effects and methods of original study (both 

conceptual; operations)
2. Replication should follow procedures of original study as closely as 

possible.
3. Make complete details about replication procedures available
4. Critically compare replication procedures/results  to those of the original 

study.
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Why might an experiment not replicate?
2. Insufficient Statistical Power

The size of most treatment effects in the behavioral and health sciences is 
not huge. Maybe our expectations about consistent replication are 
wrong. Replication is stochastic, not deterministic.
Standardized effect size: Cohen’s 𝑑𝑑 =

�𝑌𝑌𝑇𝑇− �𝑌𝑌𝑐𝑐
𝑆𝑆𝑆𝑆

; alternative Pearson r

Guidelines:  Cohen (1960,1988) defined d = 0.2 as small, 0.5 as medium, 
0.8 as large in the behavioral sciences. [r = .1, r = .3, r = .5]
Study 1: A review of 100 years of research in social psychology (~25,000 
studies) found that d = 0.43. Richard, Bond, & Stokes-Zoota (2003, Review of General Psychology)

Study 2: A review of 11 meta-analyses from several areas of human 
psychology showed median effect size of d = 0.38.
Bakker, van Dijk, Wicherts (2012, Psychological Science)
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Substantive researchers often develop “rules of thumb” about how 
many participants are needed.  Above are power calculations for 
n = 20 per condition, a common guideline in some areas 
(e.g., cognitive, social). E.G. Human height. d = 1.0 ≈ 10 centimeters.
Talboom, West, & Bimonte-Nelson (2015, Chapter in The Maze Book).



Why might an experiment not replicate?
2. Insufficient Statistical Power
According to Bakker et al. (2012, Psychological Science), 11% of articles 
reported any consideration of statistical power. 
Let’s consider d = 0.50, medium effect size, as a benchmark. (recall actual 
mean reported = 0.42 for all studies conducted in social psychology 1900-
2000).
Cohen (1965) and later Rossi (several studies) reviewed the literature in 
social, clinical, and personality psychology. The power of tests of null 
hypotheses has been low, statistical power ≈ .45 to .65. (see Rossi, 2013, 
chapter in Wiley Handbook of Psychology, Vol. 2). 
Not surprising that many experiments do not replicate! Sample sizes too 
small! 
New: A few journals now require power calculations/justification of sample 
size as part of method section (e.g., JPSP as of 2018).
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Why might an experiment not replicate?
2. Insufficient Statistical Power Continued
In practice, we must estimate the effect size.  Meta-analyses indicate 
effects sizes are typically heterogeneous across studies. Some sources 
for estimates (ordered 1 to 4 by increasing uncertainty of estimate)
1. Quantitative review of the literature (meta-analyses)
2. Prior experiment
3. Pilot study
4. Cohen’s norms; norms established by researchers in the area. 
But, Power Calculations assume Population effect size is known and is 
fixed (no heterogeneity). 
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Another Issue: Publication Bias

Journals prefer significant results. Studies with non-significant results 
may have procedural or measurement problems.  Non-significant 
results are fundamentally ambiguous.
If the p-value is not less than the required alpha, the evidence is not 
sufficient to support a conclusion.
Editors like to publish statistically significant results.  Even when the 
procedures and strong and there are multiple failures to find an effect, 
the likelihood of publication is lowered.  So, reported effect sizes likely 
overestimates of the true effect size. 
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Why might an experiment not replicate?
2. Insufficient Statistical Power
Journal preferences for significant findings leads to overestimates of 
the empirical effect size Ioannides, Perez, Horowitz, 2013, JAMA

Hedges offers a correction of effect size for censoring of statistically 
non-significant studies 
(Hedges, 1984, Journal of Educational and Behavioral Statistics)

(Uncorrected) Effect size estimates from journal publications can be 
expected to be too small.  Estimates of needed sample size to achieve 
desired statistical power will be too small. 
(Renkewitz, this session)
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Why might an experiment not replicate?
2. Insufficient Statistical Power
Implication:  If we want to have a high probability of replicating the original finding, we 
should make sure we have adequate statistical power. 
Need to make allowance for the possibility that the estimate of effect size is too high and 
reflects heteogeneity.  

(a) Make some adjustment for publication bias.
(b) Power curves are nonlinear. Power curves drop off rapidly as effect sizes decrease.  

So, for example, we could use a simple conservative method (e.g., choose d = .31, the 
minimum plausible effect size estimate) or sophisticated methods that more accurately 
take the quality of the estimate into account (heterogeneity)
These considerations imply replication sample should be substantially larger (e.g., at least 
2.5 times, probably more) than the original. 
Anderson and Maxwell (2017, MBR) also show the probability of replication is critically 
dependent on the sample size of the original study.  Small n original studies may require 
gigantic sample sizes in the to achieve a high probability of replication across the full range 
of plausible effect sizes.

Kruschke, 2011; McShane & Böckenholt, 2014; Maxwell et al., 2015; Anderson & Maxwell, 2017. 16



But, What do we mean by “Replication” Anyway? 
Some “Frequentist” criteria:
1.   Original and replication: effects in same direction ( �𝑌𝑌𝑇𝑇 − �𝑌𝑌𝐶𝐶 > 0)
2.   Original and replication: both effects statistically significant (and in same 

direction) (both p < .05). 
3.   Both original and replication exceed an effect size of interest, or

a clinically meaningful effect size (e.g., 10-point drop in blood 
pressure)

4. Both original and replication are of same general magnitude (e.g., fall 
within 95% confidence interval).

5. The two  effect sizes are not significantly different in magnitude across 
the two experiments.

Comment.  Different criteria for direction vs. magnitude of effects.
Source: Shadish, Clark, & Steiner (JASA, 2008); Anderson & Maxwell (Psychological Methods, 2016)
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Why might an experiment not replicate?
3. Researcher DF; Garden of Forking Paths
“Researcher degrees of freedom” (Simons et al., 2011, Psychological Science)

“The garden of forking paths.” (Gelman & Loken, 2014, American Scientist)

—researchers can make many decisions in the conduct and reporting of 
statistical analyses of the experiment.  These decisions can allow the 
researcher to capitalize on effects that are overestimated in the 
experiment and attain statistical significance. These decisions affect 
true alpha level (becomes > .05, perhaps hugely so).
Key Feature: These decisions are typically NOT DISCLOSED.
Diaconis in the context of exploratory data analysis presents some 
classical approaches to minimizing this problem.
P. Diaconis, 1985, Theories of data analysis. Chapter in D. Hoaglin, F. Mosteller, J. Tukey.
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Examples of Research Degrees of Freedom

Some Examples of Researcher Degrees of Freedom that could lead to effect 
sizes that are too large. Key: These practices are not disclosed by researcher.

• 1. Choosing which of a series of experiments to report.
• 2. Choosing which of a set of treatment conditions to report
• 3. Choosing which of a set of dependent measures or subset of items on a 

scale to report
• 4. Dropping observations from the analysis 
• 5. Adding covariates to analysis after looking at the results.
• 6. Choosing how many subjects to run after looking at the results.
Particularly problematic if choices done to attain statistical significance.
Source: Simmons, Nelson, & Simonsohn (2011, Psychological Science)
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Two Quotes from Nobel Laureate 
Richard Feynman (Physics)
“It is necessary to look at the results of observation objectively, because you, the 
experimenter, might like one result better than another.”

“The first principle is that you must not fool yourself and you are the easiest person 
to fool.”

Potential Solutions:
Preregistration of studies, Preregistration of analyses 
Separating Research Team from Analysis Team (Features of Data Masked)

But possible negative side effects: 
Mismatch between planned analyses  and data characteristics; 
Devaluing of acknowledged exploratory research/analyses.
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Example Study: Reproducibility Project (2015)

The Open Science Collaboration (Nosek et al.) wanted to study 
reproducibility. Identified key finding (last) reported study in 2008 volumes 
of Psychological Science, Journal of Personality and Social Psychology, 
Journal of Experimental Psychology: Learning, Memory, and Cognition.
Research teams from all over the world selected the last reported study in an 
article reported in a leading journal. They designed the replication study and 
contacted the authors of the original article for feedback. Approximately 100 
studies replicated. 
Attempted to reproduce the procedures and measures “as closely as 
possible.”

Source: Open Science Collaboration (Science, 2015)
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Reproducibility Project

Sample sizes of replications were slightly larger than original
Mean N original = 54; Mean N replication 68. 
(far smaller than desirable for adequate statistical power)
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Reproducibility Project

Results According to Different Criteria
(1) 36% of the replications were significant (p < .05) in the same 

direction as the original (both significant). Note if two studies were 
conducted and both studies were powered .80, we would expect 
64% would both be significant.

(2) 47% of the CIs of the replication contained the original estimate.
(3) Combining multiple criteria, ~40% studies replicated the original 

result, ~30% failed to replicate, and ~30% were inconclusive. 
Sources: Open Science Collaboration (2015); Simonsohn ( 2016, Data Colada)
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Critique: Gilbert, King, Pettigrew, & Wilson (2016, Science)

(1) We cannot use the Open Science Collaboration results to estimate a 
proportion of non-replication.  

(a)They made no attempt to get a random or representative 
sample of studies.

(b) Statistical power not adequately addressed. 
(2) Some of the “replications” had major differences in procedure from 
original study.  These differences make it more difficult to replicate.
EX. Original study: Asking Israelis to imagine the consequences of 
military service; Replication: Asking Americans to imagine the 
consequences of a honeymoon.
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Comments and Observations Stimulated By
Open Science Collaboration Study

1. This study only provides weakly suggestive evidence on the actual 
prevalence of the problem. The magnitude of the problem is hard to 
judge given the many issues and the multiple definitions of replication.

2. The finding that effect sizes were reduced from r = .40 in original study to 
.20 in replication is troubling and not directly affected by low sample size 
and statistical power.

3. Many areas of basic and applied science from biochemistry to dentistry 
are experiencing similar replication crises.

4. The failure to understand statistical power (and to adequately power 
studies) and the implications of researcher degrees of freedom (a.k.a., 
the garden of forking paths) are key problems.
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Comments and Observations  
(Continued)

5. Substantive areas that have relatively small effect sizes and small Ns 
may be particularly vulnerable to failures to replicate.
6. Procedures that increase the size of the systematic effect relative to 
the stochastic component will be more likely to replicate.  Substantive 
areas that include design features like within subject designs or the 
mean of many trials (e.g., reaction time) will tend to be less vulnerable 
to replication failures. 
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Conclusion 1
In my opinion, we have a replication problem in current research, but 
not a crisis. Attention to adequate statistical power, being transparent 
about procedures, using strategies to minimize researcher degrees of 
freedom, and encouraging more replication studies should help. But, 
the replication crisis refers to single studies. From the standpoint of 
science, Shadish, Cook, and Campbell (2002) would see the replication 
crisis as a minor problem, arguing  that our primary focus should be on 
conclusions from research literatures (e.g., meta-analyses), not 
individual studies.  In this view, the primary issue is getting good 
estimates of effect size. In contrast, from the standpoint of policy 
makers and the public who fund science, this as a serious problem. If 
replication is viewed as deterministic not stochastic, then science will 
always fall short.  We can only seek to reduce to stochastic 
component. 27



Conclusion 2

At the same time, the recent extreme priority given to the replication crisis (statistical 
conclusion validity) has drawn our attention away from other problems in behavioral 
science research related to validity. 
Cook and Campbell (1979) and Shadish, Cook, and Campbell (2002) argue that the valuing 
of threats to validity can be determined by looking at the time, effort, funds devoted to 
each issue. 
Internal Validity: Does the independent variable (treatment) cause the observed outcome?
Construct Validity: Did our manipulation affect the intended construct?  Did our 
dependent measure capture changes on the construct of interest?
External Validity:  Can we generalize our results to the people, treatments, measures, and 
settings of interest?
These are key issues in behavioral science research that should not be overlooked.
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Thank You

Arizona State University,
Psychology Building

Freie Universität Berlin, Germany
Silberlaube
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Ioannidis (2005) Conjectures:
When are research findings least likely to replicate? 

• 1. The smaller the studies (sample size) conducted in a scientific field, the less 
likely the research findings are to be true. 

• 2. The smaller the effect sizes in a scientific field, the less likely the research 
findings are to be true. 

• 3. The greater the number and the lesser the [a priori] selection of tested 
relationships in a scientific field, the less likely the research findings are to be 
true.

• 4. The greater the flexibility in designs, definitions, outcomes, and analytical 
modes in a scientific field, the less likely the research findings are to be true.

• 5. The greater the financial and other interests and prejudices in a scientific field, 
the less likely the research findings are to be true.

• 6. The hotter a scientific field (with more scientific teams involved), the less likely 
the research findings are to be true.

Ioannidis, 2005, Plos Medicine
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Why might an experiment not replicate?
1. Outright Fraud
Cases of outright fraud exist, but appear to be limited to a very small 
number of researchers across diverse fields. Two examples.
Anil Potti, MD, Duke University Medical School, Treatment for Cancer
Identified bio-markers that identified the treatment to which cancer-
infected cells would optimally respond. Many “revoluntionary papers” 
in top medicine journals. 
Biostatisticians Keith Baggerly and Kevin Coombs at Texas Medical 
Center asked Potti for raw data, got partial materials, but found 
anomalies—inconsistent data, mislabeled, idiosyncratic steps they did 
not understand. Undertook nearly a year of careful statistical detective 
work suggesting serious problems with findings.
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Why might an experiment not replicate?
1. Outright Fraud
Paul Goldberg, US National Institutes of Health (NIH), coordinated 
evidence gathering: (a) Biostatisticians Baggerly and Cooms statistical 
findings; (b) NIH and European researchers unable to reproduce 
findings;  (c) 3rd year medical student at Duke Bradford Perez filed 
complaint against Potti (silenced); (d ) discovery that Potti had falsified 
parts of CV (e.g., Rhodes Scholar).
Eventually Potti admitted data fraud, resigned, 11 papers retracted 
from journals, Potti barred from doing research.
Similar examples in psychology in Europe (e.g. Diederich Staple, 
Netherlands) and U.S. (e.g., Lawrence Sanna)
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Why might an experiment not replicate?
1. Outright Fraud
At Texas Medical Center, John Minna M.D. asked M.D. Anderson Cancer Center 
biostatisticians Keith Baggerly and Kevin Coombs asked to look at data before 
treatment studies began.
The biostaticians Keith Baggerly and Kevin Coombs
asked Potti for raw data, got partial materials, but found anomalies—inconsistent 
data, mislabeled, idiosyncratic steps they did not understand. Undertook nearly a 
year of careful statistical detective work.
Asked for clarification of problems from authors, did not get it.  Wrote critical 
letters to editors of journals (some published).  
Paul Goldberg, NIH, coordinated evidence gathering: (a) staff at NIH, researchers in 
Europe unable to reproduce findings;  (b) 3rd year medical student at Duke Bradford 
Perez filed complaint against Potti (silenced); (c ) detective work discovered Potti
had falsified parts of CV (e.g., Rhodes Scholar).
Eventually Potti admitted data fraud, resigned, 11 papers retracted from journals, 
Potti barred from doing research, Duke sued by several patients. 
http://www.nytimes.com/2011/07/08/health/research/08genes.html?_r=0 34



Why might an experiment not replicate?
1. Outright Fraud

Diederick Stapel, Dean, University of Tilburg (Netherlands), social 
psychologist
Priming thoughts changes behavior without people being aware 
of it. Stapel meticulously developed the hypotheses and 
procedures for each experiment with his research team.  But, he 
almost always “collected” the data himself!?
Two graduate students and a young faculty colleague noted 
anomalies in the data (one was a copy and paste job) and 
reported this to the administration. Stapel eventually admitted 
making up data and resigned his position.  A total of 53 scientific 
papers were retracted.

http://www.nytimes.com/2013/04/28/magazine/diederik-stapels-audacious-academic-
fraud.html?pagewanted=all
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Why might an experiment not replicate?
1. Outright Fraud
Outright fraud appears to be relatively rare
Historically detected by (a) graduate student co-workers or (b) by 
careful detective work by statisticians.
Several faculty accused of fraud have resigned positions, and then 
“lawyered up.” Funder et al. (Personality and Social Psychology Bulletin, 2014)

Scientific and ethical issues remain:
which articles should be retracted?; 
how innocent co-authors should be treated?.
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